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Introduction

This is a chat scenario, yet for generating code, so in a way | also evaluate how well this model
works for generating code without a coding assistant, but the key takeaway is what
performance | could get given the platform and model settings.

Platform

Hardware

e Intel Core 14700KF with 32 GB DDR5 600 MHz RAM
¢ Nvidia 5070 Ti with 16 GB DDR7 RAM

Software

e Windows 11
e LM Studio

Settings

e Context Length: 262144 (max)
e GPU Offload (layers): 20 of 40
e Estimated Memory Usage:
o GPU: 14.01 GB (some headroom)
o CPU: 26.63 GB (which is likely a fair maximum)

Prompts

Intentionally not including the code generated, as that doesn’t add much to the evaluation. | got
what | asked for. Interesting to see how it misunderstood the second prompt to only show one
forecast per day. Therefore, the clarification.

Time in seconds is generally completely off. The value in parentheses is number of tokens /
token rate. What does the time value indicate?

Prompt 1

e Prompt: Generate a simple PHP single-file application that shows the current weather from
OpenWeather in a table with all essential values.

e Think:on

e Thinking time: 158 seconds



Tokens: 5943, 24.15 per second, 0.62 (246) seconds

Prompt 2

Prompt: Make a similar script, with the same styling, that shows OpenWeather's free 5-day
forecast with one table row per time, with the values for that time horizontally.

Think: off

Tokens: 2350, 11.42 per second, 3.02 (206) seconds

Prompt 3

Prompt: Change so that all times available are shown in a similar way. Also, test for and
indicate whether a certain expected value doesn't exist.

Think: off

Tokens: 2854, 11.89 per second, 13.99 (240) seconds

Resources

Essentially all CPU RAM and GPU RAM were used.

Despite the CPU being the performance bottleneck, only 40% of the CPU was used, and
30% of the GPU. Why wasn’t the CPU used fully? Slow data transfer between CPU and
GPU? “Processor power management” was set to 2-100%, so that didn’t limit. The effect of
this was that the fans were rather quiet, so not all bad.

Conclusions

Fair performance, not saying how well this would perform when using a coding assistant,
where much more is going on.
Provided the quality is sufficient, this is practically useful.



