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Introduction

Benefits of using local models instead of cloud models include a lower to no cost over time
(except some electricity) as well as potentially higher performance, yet with likely less quality.
The biggest hurdle is obtaining a system that can handle a useful local model. Over time this
will be easier by CPUs having built-in NPUs using shared RAM. How to use an NPU is not
covered here.

If you already have Claude Code installed in Visual Studio Code you only need to perform the
sections marked in blue.

| chose LM Studio as a base for the models, as | found it much less of an effort to set up. It’s
really very simple.

The following should work for Windows, macOS and Linux, provided there are no OS-specific
issues with the tools used.

If anyone has a simple step-by-step description for how to do the same with Ollama I’'m
interested to know.

Preparations
LM Studio

Install and run LM Studio.

Install suitable models via “Model Search”. Consider models that are small enough to fit fully in
the GPU VRAM or at least fully in a combination of GPU VRAM and CPU RAM. Also, they must
support tools.

From a Claude Code perspective (not saying the second option would be very slow for easier
tasks)

1. GPU VRAM: fast
2. CPU RAM: very slow
3. Swapping to a drive: uselessly slow

Switch to the “Developer” tab.
Make a note of “Reachable at” for later.

Click on “+ Load Model” and select among the ones you installed.


https://lmstudio.ai/

Set Context Length and GPU Offload so that the model either fits completely in GPU VRAM, or a
combination of GPU VRAM and CPU RAM, as described above. LM Studio will tell you whether it
fits but dial it down a bit to be on the safe side.

Note that Claude Code needs a lot of context. Try 30000 or more. Depending on the project size
and tasks given you might need much more.

Check “Remember settings for...”
Click “Load Model”. Wait for it to be completed.
Unless you have specific needs, leave “Server Settings” as they are.

Set “Supported endpoints” to “OpenAl-compatible” to secure tools are supported. You need
that for file access etc.

Activate “Status: Running”.

Visual Studio Code

Install and run Visual Studio Code.

Claude Code

Assuming you will use the native Ul instead of a terminal window:
Install “Claude Code for VS Code” via “Extensions”.

Link it to your Claude account. Setting that up is beyond this tutorial, and something you’d need
to do anyway.

Click on the gear by “Claude Code for VS Code” in “Extensions”.
Click on “Settings”.
Click on “Edit in settings.json”.

Enter (keeping possible existing settings intact):

{

"claudeCode.preferredLocation": "panel",

"claudeCode.environmentVariables": [
{"name": "ANTHROPIC_BASE_URL", "value": "[ ‘Reachable at’ from earlier]"},
{"name": "ANTHROPIC_AUTH_TOKEN", "value": "lmstudio"},
{"name": "CLAUDE_CODE_EFFORT_LEVEL", "value": "low"},
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"claudeCode.disableLoginPrompt"”: true

}

Save it.

Done

Time for testing.


https://code.visualstudio.com/

Evaluation

Introduction

This is very much work in progress, and | will evaluate more models over time.

Platform

The platform | used for this evaluation:

Hardware

e |ntel Core 14700KF with 32 GB RAM
e Nvidia 5070 Ti with 16 GB RAM

Software

e Windows 11

e | M Studio

e Ollama (for other uses)

e Visual Studio Code with Claude Code extension and native Ul and configured to access the
LM Studio server instead of its own cloud models

Overall

Optimally make the model fit fully in the GPU RAM, so the GPU makes all calculations, as the
performance difference is huge compared to running a model on the CPU (fully or partly).

The PC architecture is fundamentally not optimized for this, as it has no shared RAM/VRAM, so
despite the platform being powerful for games and multimedia, it’s not for LLMs. My guess is
that this will change in the near term, either by the CPU having a powerful NPU or there will be
shared RAM between the CPU and GPU. Note that a PC GPU uses faster and wider RAM than
the CPU, so it’s not an easy change.

Even 32 GB RAM, 16 GB RAM (despite the cost) is very little in this scenario. A GPU with
considerably more RAM is extremely expensive. CPU RAM is inexpensive in comparison, yet
currently not so much (3-4 times normal cost).

Whatever you do, always avoid swapping to disk. That’s a complete performance killer, and I’'ve
seen models crash due to this, so it must never happen.

Despite the results here, a small model could be great for simple chatbots and code/logic-
based agents, where an LLM is used only where it makes sense, e.g. for one-shot summaries,
stories, posts etc. Such scenarios are evaluated separately.

Preferably turn off reasoning if at all available for higher performance.

Keep LM Studio “Developer” tab up so you see the model being used.

Gemma4 31B

e Modelsize: 18.52 GB
e Model location: Can’t run fully on GPU; also heavy on HDD, likely due to swapping



e Performance: Crashes despite there being enough RAM/VRAM; maybe more headroom
would fix that, but it seems it swaps to disk
e Whenithasn’t crashed yet it seems to generate good results

Gemma 4 E4B

e Modelsize: 6.33 GB

e Model location: Can run fully in GPU

e Performance: very fast

e Observations: It sometimes makes mistakes like not performing the file editing tool.
Interestingly it’s aware and tries again and apologizes. | can then negotiate making changes
manually based on CC’s modified code. It’s rather enjoyable to work this way, but could be
very confusing if you can’t code.

Gemma 4 E2B

e Modelsize: 4.11 GB

e Modellocation: Can run fully in GPU

e Performance: very fast

e Observations: Often fails to call tools and makes other mistakes, without awareness

Qwen 3 Coder 30B

e Modelsize: 17.35GB

e Context length: 262144 (full)

e GPU offload: ?

e Model location: Split up between CPU and GPU RAM
e Resources:

o CPU:~0%
o RAM:~100%
o Disk: ~0%

o GPU:~100%
e Performance: slow
e Observations: ?

Qwen 3.59B

e Modelsize: 6.55 GB

e Context length: ~100000 of 262144

e GPU offload: Full

e Model location: Fully running on the GPU
e Resources:

o CPU:~0%
o RAM: ~0%
o Disk: ~0%

o GPU:~100%
e Performance: fast, but slower than smaller Gemma models
e Observations: Handles tools well and reads and writes files. It sometimes make sserious
coding mistakes though, seemingly by looking too narrowly.



Conclusions (?)

So far Qwen 3.5 9B has worked best, but nothing comes even close to the real deal of using
Anthropic cloud models. I’d need much more GPU RAM to come close to that. Considering that
means a 5090 with 32 GB RAM, that costs around $4000, it might be better to buy a Mac Studio
with 96 GB shared RAM. It seems Apple hit the Al jackpot, knowingly or not.

Todo

e Evaluate more models, not the least Qwen that’s recommended by many.

e FEvaluate highly quantized models.

o Evaluate other scenarios, not the least agentic solutions where an LLM is used to
summarize news etc.

References

e Claude Code +VS Code + Local LLM: The Perfect Dev Setup
Note that my description is complete, as opposed to this video making assumptions about
some things.

e Search “claude code on local llm on windows”

e Search “claude code on local llm”


https://www.youtube.com/watch?v=GImq1WL9OJQ

Using Ollama

Ollama

e Install Ollama: https://ollama.com/

e Install a suitable model, e.g.: brew install ollama

e StartOllama: ollama serve

e Testwith the URL shown after starting Ollama: curl
http://127.0.0.1:11434/api/tags

Claude Code

Configuration of settings.json for the Claude Code extension:

{

"claudeCode.preferredLocation”: "panel",
"claudeCode.environmentVariables": [
{"name": "ANTHROPIC_BASE_URL", "value": " http://127.0.0.1:11434"},
{"name": "ANTHROPIC_AUTH_TOKEN", "value": "ollama"},
{"name": "CLAUDE_CODE_DISABLE_EXPERIMENTAL_BETAS", "value": "1"},
{"name": "CLAUDE_CODE_EFFORT_LEVEL", "value": "low"},
1
"claudeCode.disablelLoginPrompt": true

}

Model aliases
Not needed by LM Studio. Why?

e (Create and edit modelfile.txt
Enter FROM qwen3-coder in modelfile.txt

Create aliases:
o ollama create claude-sonnet -f modelfile.txt
o ollama create claude-opus -f modelfile.txt

Test: ollama run claude-sonnet

Result
TBC

References

e https://medium.com/@mouatez.chaita/how-to-run-claude-code-vs-code-extension-
locally-with-ollama-no-cloud-required-d58e82feb64a
e https://blog.alexewerlof.com/p/local-llms-for-agentic-coding



https://medium.com/@mouatez.chaita/how-to-run-claude-code-vs-code-extension-locally-with-ollama-no-cloud-required-d58e82feb64a
https://medium.com/@mouatez.chaita/how-to-run-claude-code-vs-code-extension-locally-with-ollama-no-cloud-required-d58e82feb64a
https://blog.alexewerlof.com/p/local-llms-for-agentic-coding

